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I. Background

Introduction
UW System Regent and UWEC policy mandates that student evaluations of instruction are to be considered in performance evaluation of faculty and instructional academic staff (instructors) as well as in recommendations for the granting of tenure, promotion in rank or title, and salary. Although student evaluations have been used at UWEC for many years, there are still doubts about their value and suspicions about how they may be used. 

During the 2008 Fall semester, April Bleske-Rechek worked through CETL to form a Learning Community on Student Evaluations of Instruction. Its purpose was to review the research on SEI and develop resources for instructors that will aid them in making informed judgments about SEI instruments and procedures for using them.

Before examining the research, it is important to emphasize that student evaluation of instruction and instructors is but one source of information among many that provide information about performance of teaching faculty and academic staff. In a paper presented at the 2003 convention of the American Education Research Association, three major researchers in the area of SEI (Arreola, Theall, and Aleamoni) described the role of teaching faculty and academic staff as a meta-profession, that is, “a profession that is built upon a foundation of a base profession by combining elements of several other different professional areas.”  The base profession is the instructor’s formally recognized area of expertise (in biology, history, accountancy, nursing, etc). In addition, effective teaching requires expertise in instructional design skills, instructional delivery skills, and instructional assessment skills (Arreola, Theall, & Aleamoni, 2003). A comprehensive review of an instructor’s performance includes the latter three areas, as well as base professional knowledge and skills. Student evaluation of instruction can provide important information especially about the three areas of instructional skills. 

The members of the CETL Learning Community on Student Evaluations of Instruction (SEIs) have generated this report and accompanying materials to serve as informative guides for the UWEC community.  The information includes:

· (In this report) An overview of research in the field of SEIs: their construction, implementation, reliability, validity, and potential biases;

· (In this report) A description of the types of items commonly found on SEI forms used at UWEC;

· A table of correspondence between UWEC students’ thoughts on instruction and the instructional elements measured on SEIs used at UWEC 

· An list of SEI purposes (e.g., instructional improvement, student self-evaluation) and sample items for each purpose

· A bibliography of chapters and peer-reviewed journal publications on SEIs

· Internet resources and links related to SEIs

· A FAQ about SEIs and their use 

General conclusions

· The general conclusion of the published literature on SEIs is that student ratings are valuable indicators of teaching effectiveness. There is a substantial base of published, systematic research on SEIs, including major reviews of the published literature.  Overall, these studies have looked at student ratings of many qualities and skills that are associated with effective teaching (to be detailed in what follows), and some have found a moderate to large association between student ratings and student learning. Therefore, the conclusion of the published research is that student ratings can provide valuable indicators of teaching effectiveness. However, experts generally recommend that SEIs be only one component of a larger comprehensive system of faculty evaluation. SEIs should not be over-interpreted as the sole measure of 

teaching effectiveness.  Other measures of teaching effectiveness include (but are not limited to):

· Peer evaluations

· Student educational outcomes

· Program accreditations

· Instructor self-assessment

· Alumni feedback

· Many research studies involve empirical research on traditional student evaluation forms, but it is important to keep the following in mind:

· If SEI instruments are to be used, care must be taken that that they meet psychometric standards such as reliability and validity. Among the Online Sources attached to this report, a particularly good example of how an institution developed and tested its SEI instrument is found at: instsrv.sunysuffolk.edu/corseeal.htm

· Some of the research findings are conflicting (see below).  

· Most of the research is correlational and is therefore subject to multiple interpretations (see below).

II. Empirical Research on Student Evaluations of Instruction (SEIs)

Prominent SEI researchers (see also Bibliography of SEI literature accessible through CETL)
Marsh, H. W., 
Roche, L.  A., 
D’Apollonia, S., 
Abrami, P. C., 
Greenwald, A. G., 
Aleamoni, L. M. , 
Centra, J. A., 
Cashin, W. E., 
Heckert, T. M., 
McKeachie, W. J., 

Feldman, K. A.
Reviews of SEI research 
Aleamoni, L. M., 1999

Marsh, H. W., 1984

Wachtel, H. K., 1998

Journals that publish SEI research 

 Journal of Educational Psychology 
Assessment & Evaluation in Higher Education 
Journal of Personnel Evaluation in Education 
American Educational Research Journal 
College Student Journal

Measures mentioned in the literature

Students’ Evaluation of Educational Quality (SEEQ) 

Instructional Development and Effectiveness Assessment (IDEA) form

Illinois Course Evaluation Questionnaire 

Student Instructional Report II (SIR-II), from the Educational Testing Service

Arizona Teacher-Course Evaluation Questionnaire (AZTEQ)

Purdue Cafeteria System (Note: in contrast to others, no published reliability or validity data on this one)

Structure of SEI forms that have been used in research

Some researchers (e.g., Marsh, 1984) emphasize strongly the multidimensional nature of SEIs – that is, they argue that different items assess different aspects of the instructor/instruction: for example, enthusiasm of instructor, organization of course, breadth of content in course, fairness of grading, etc. Much research shows that these are related but not overlapping dimensions; for example, an instructor who is rated as being highly knowledgeable may still be rated low on enthusiasm. In support of this argument for multiple dimensions, researchers can run a factor analytic model on SEI data that includes multiple dimensions (factors), and demonstrate good fit (statistically) for their model. Other researchers (e.g., Abrami & D’Apollonia, 1991) have conducted factor analytic models that allow only one factor and shown that nearly all of the conceptual items will load statistically on that one factor (and can account for >60% of the variance); they thus argue that, to some degree, any SEI form is really offering a global assessment rather than a multi-dimensional one.  

Most SEI users are not experts in factor analysis. However, voices on both sides of the debate are consistent in their suggestion that a variety of items should be utilized regardless of whether the purpose is to extract multiple factors or one factor. In fact, the various measures available in the literature all include items that are at least designed conceptually to measure different aspects of the instructor/instruction. “Home made” forms at UWEC, as well as the validated measures referenced above (such as the SEEQ (Marsh, 1982; available at http://www.usask.ca/ia/seeq/conducting.php#questions)  tend to include a common set of ‘types’ of items. Although there is no consensus in the literature as to which items should be included, literature reveals that guidelines of effective teaching should be incorporate into the evaluations. Types of items commonly found on UWEC SEI forms include the following: 
-Course organization and planning --  “Course objectives were clearly stated”
-Clarity of presentation -- “Instructor’s explanations were clear”
-Teacher-student interaction -- “Students shared ideas and knowledge”
-Availability -- “Was accessible to students”
-Learning/value -- “I learned something valuable” or “I was challenged to think critically”
-Instructor enthusiasm -- “Enthusiastic about teaching”
-Difficulty, workload -- “Course was easy…hard”
-Grading and examinations -- “Evaluation methods were fair”
-Instructional methods -- “Used teaching methods that help me learn”
-Feedback -- “Provided feedback on my standing in the course”
-Timeliness* – “Let class out on time”
* Note: When Bleske-Rechek and students Julia Wippler and Kelsey Michels asked 57 college students at UWEC (September, 2008; see Table accompanying this document) what good instructors and bad instructors do, and what are effective and ineffective uses of class time, the students’ responses fell into most of the categories above. Students’ nominations also fell into another category included on some departmental SEIs, which we called Timeliness -- of getting to class, letting students go, and returning graded assignments/exams. Students’ nominations did NOT include many items from the Learning/Value category referenced above, except in the sense of being “challenged” or being asked to “think critically.”

Reliability of SEIs
Reliability refers to the consistency and precision of measurement (Cronbach, 1951). Reliability coefficients range from 0 to 1, with .70 being considered acceptable for most purposes. Items on instructor evaluation forms should be generated and chosen carefully, to maximize reliability coefficients. In practice, this is generally not done. Howard Marsh’s SEEQ and The Educational Testing Service’s SIR and SIR-II are exemplars for use of psychometric principles to decide the items included in a measure.

· SEIs measure the instructor (or the instructor’s instructional style) more than they measure the course
· For different instructors teaching the same course, mean overall r = -.05; 

· But, for the same instructor in different courses, mean r = .61 and for the same instructor in two different offerings of the same course, mean r = .72 (Marsh, 1981).

· Inter-rater (inter-student) reliability, arguably the most appropriate indication of reliability (Marsh & Roche, 1997)
· For various measures, inter-rater reliabilities (Cronbach’s α) are above .90 (classes with an average of 25 students) (Aleamoni, 1987). Students in the same class show consensus in their judgments of instructors.

· Test-retest reliability 

· r = .70 and higher for same instructor in same course at two different semesters (Marsh, 1981; Murray, 1980) 

· r = .52 for same instructor of two different courses (Marsh, 1981) 
· Same instructor over 13 years: essentially no change in mean ratings (Marsh, 2007)

· r = .83 for same students reporting about specific course/instructor at end of semester and then again just after graduation from college (2-3 years later) (Overall & Marsh, 1980)
Validity of SEIs – do they measure teaching effectiveness?
Note. Validity coefficients, generally indicated with correlation coefficients of the letter r, range from -1 to +1. A value of 0 indicates no association, and values (in either direction) of .1 or above indicate a weak association, values of .25-.3 above indicate a moderate association, and values of .4-.5 and above indicate a strong association.
· “Validity” refers to the extent that a test actually measures what it says it is measuring. For example, we could ask, “Do intelligence tests actually measure intelligence?” A valid test is effective in representing, describing, and predicting the attribute of interest (Thorndike & Hagen, 1969). Evidence for validity (in our case of SEIs, construct validity as arguably the most relevant to our purposes), requires examining the correlation of the measure being evaluated with variables that are known to be related to the construct purportedly measured by the instrument or for which there are theoretical grounds for expecting it to be related (Campbell & Fiske, 1959). In other words, If SEIs really do measure teaching effectiveness, scores on them should correlate with other measures of teaching effectiveness, such as indices of student learning, instructors’ ratings of their own teaching effectiveness, etc. The pieces below qualify as evidence:

· Student learning as a correlate of student ratings of instructor quality

· In well-designed multi-section validity studies, each section of a large multi-section course is taught by a different instructor, but each section has a random sample of students (no self-selection allowed), follows the same objectives, uses the same materials, and uses the same exams and final examination. There are widely publicized multi-section studies that do not follow these criteria (Rodin & Rodin, 1972), and practically speaking, well-designed studies are nearly impossible to complete. A meta-analysis (Cohen, 1981) of 41 studies of 68 separate multi-section courses, of varied design flaws, demonstrated that sections for which instructors are evaluated more highly do tend to do better on the common examinations (average r between instructor rating and student achievement = .43).

· In one study that incorporated pre- and post-learning measures of course material, students’ learning (as assessed by growth from pre-test score to post-test score) correlated positively, albeit weakly, with instructor rating (r = .15, p < .05) (Stark-Wroblewski, Ahlering, & Brill, 2007). Note that student learning should be tied to instructor effectiveness, but that a weak correlation is not bad – it just affirms that there are MANY causes of student learning (motivation, aptitude, study habits, etc.), of which teaching effectiveness presumably is just one.

· Instructor self-ratings as a correlate of student ratings of instructor quality

· Students’ ratings of instructors are positively, moderately to highly, correlated with instructors’ ratings of themselves (Aleamoni & Hexner, 1980; Feldman, 1989)
· Alumni ratings as a correlate of student ratings of instructor quality

· Students’ ratings of instructors are positively correlated with alumni’s ratings of those instructors (Feldman, 1989) (This could also be interpreted as evidence for reliability of SEIs)
· Trained experts’ ratings as a correlate of student ratings of instructor quality

· Studies that involve teacher observations, with observers trained specifically to look for specific behaviors tied to teaching effectiveness (asked questions; clarified or elaborated student responses; etc.), show that these ratings of teaching effectiveness correlate with both student achievement and student ratings of the instructor (Cranton & Hillgartner, 1981; Murray, 1980; 1983)
· Peer ratings as a correlate of student ratings of instructor quality

· Studies that involve colleagues’ or university supervisors’ ratings from classroom observations show relatively low inter-rater reliability, as well as little or no relation to either student ratings or to student achievement (Centra, 1979; French-Lazovich, 1981 for reviews; Murray, 1980).
Student, instructor, and classroom variables associated with instructor ratings (many of these are interrelated)

Note:  (1) The review articles alluded to above address many of these variables. I have added references as needed; (2) Some of the variables mentioned below might be factors that bias instructor ratings; others may not – that is, they may be true correlates of instructor effectiveness. Please see next section on bias for an extended discussion.
· Class size 
· Research on class size is mixed but suggestive of a u-shaped curvilinear relationship. Studies suggest that instructors in very small (exact number unclear) classes and very large (>200) classes receive higher ratings than do instructors of class sizes in between. In studies that have documented a negative association between class size and rating, the association has centered on courses ranging from 1 to 40, with instructor ratings for smaller class sizes being higher, and decreasing for increasing class size, up to 40. 
· Time schedule
· Teachers of short-term courses tend to receive higher ratings than those of courses with more traditional schedules (Nerger et al., 1997).
· Elective/Non-elective course
· Instructors of elective courses receive more favorable ratings than do instructors of required courses.
· Major/Not-for-major course

· Students rate instructors of courses in their major more favorably than they rate instructors of courses that are not in their major. The primary interpretation of this is that students are more interested in courses within their major, and also put in more effort, and instructor ratings might reflect that interest and effort.

· Course level 

· Instructors of upper level courses receive more favorable ratings than do instructors of lower level courses.  

· The two variables, Major/Not-for-Major and Course level, are probably related in that lower level courses are more likely to include Non-Majors than are upper level courses. 

· Student status 

· For a given course, upper level students tend to give more favorable ratings than lower level students do.
· Course difficulty 

· Research consistently suggests that instructors whose courses are rated as more difficult receive more favorable ratings. 

· However, in one study looking at expected course difficulty, students who reported that the course was easier than they expected it to be gave their instructor higher ratings than did students who reported the course was harder than they expected it to be (Addison, Best, & Warrington, 2006).
· Student self-reported involvement in course 

· Students’ self-reported involvement in course (perception of course usefulness, perception of level of intellectual stimulation of the course) is positively associated with instructor rating (Remedios & Lieberman, 2008). Students’ involvement in the course is positively associated with the number of hours per week they report spending on the course (Remedios & Lieberman, 2008).
· Amount of effort students report putting into the course is positively correlated with instructor rating, even after controlling for expected grades in the course (Heckert et al., 2006)
· Student interest 

· Student interest in the course, as assessed prior to initiation of the course, predicts involvement in the course as assessed after the course (Remedios & Lieberman, 2008). As noted above, involvement is positively associated with instructor rating.

· Instructor research productivity 
· Research suggests that productivity as a researcher is positively associated with instructors’ ratings from students (see Allen, 2006, for a review). One interpretation is that research involvement enhances teaching effectiveness; another interpretation is that the skills required of good researchers are similar to those required of good teachers.  
· Instructor sex/gender

· Research is inconsistent. Any systematic results suggest that if there is any pattern, it is that ratings favor female instructor. Effects are very small across studies (r = .02). See Feldman, 1993, for a meta-analysis.

· Some of the detailed research on gender effects demonstrates how the research regarding any of the variables in this report needs to be interpreted with caution and in the context of a particular institution. In the case of instructor sex, some studies have shown an association, with ratings higher for male instructors. In a detailed analysis of one large university in which this relationship was documented, Franklin and Theall (1992) found that in certain departments female instructors had been assigned predominantly heavy loads of lower-level, introductory, required, large courses -- all characteristics that are associated with lower SEI ratings. Thus, rather than indicating possible gender bias on the part of students’ evaluations of female instructors, the ratings were just as likely related to course assignments. 

· Instructor personality 

· Varied researchers have suggested that different personality traits may facilitate teaching different types of courses (e.g., seminars versus lecture courses) (Marsh, 1984; Murray et al., 1990).
· Limited research on instructor personality, using peer ratings of instructors (high reliability established), shows that across varied types of courses, high instructor ratings are associated with instructor extraversion and liberalism (i.e., being adaptable, flexible) (Murray et al., 1990).

· Instructor ethnic background 

· Black and Hispanic faculty receive lower ratings than White faculty do (Smith, 2007; Smith & Anderson, 2005). These studies did not clearly specify whether the faculty were U.S.-born or not.

· There does not appear to be any research regarding student evaluations of international faculty who are not native English speakers. At one point, there was a rash of concerns about TAs who are not native English speakers. This was a problem at large Ph. D. granting universities, but it seems to have died down.
· Instructor age
· Most studies show no association between instructor age and ratings; those that do suggest that greater age and more instructional experience are associated with lower ratings.
· Instructor rank
· Most studies show no association; those that do suggest that instructors of higher rank receive higher ratings. This does not necessarily imply a contradiction with instructor age, as not all instructors progress in rank as they age.
· Instructor discipline
· Ratings tend to be higher for instructors in humanities, education, and social sciences than for instructors in natural/hard sciences. One interpretation of this is that courses in the natural and hard sciences are more difficult (but that doesn’t fit with the positive association consistently documented between perceived difficulty of course and instructor course rating). Another interpretation is that students have fewer skills required for courses in the natural and hard sciences, and reflect that in their instructor ratings. Still another interpretation is that instructors in the hard/natural sciences, who tend to be vocationally oriented more toward working with “things” than with “people,” may be less adept at the interpersonal dimensions of teaching. 
· Expected/actual grade
· Both expected grade and actual grade are positively correlated with instructor ratings. Review articles say these associations are positive but just weak in strength (r of about .15 to .18); however, there are studies (e.g., Phipps, Kidd, & Latif, 2006) that report coefficients around .45. 
The issue of bias: Are ratings affected by one or more characteristics that have nothing to do with the instructor’s teaching behavior?
· Any of the factors described above (class size, instructor personality, etc.) could be interpreted as factors that “bias” or “sway” students’ ratings. However, Howard Marsh and others have argued strongly that an association between “Factor X” and “Instructor Rating” is not enough to say that Factor X is biased. A clear definition of bias, instantiated in statistical and systematic associations, is as follows: Student ratings are biased to the extent that they are influenced by variables that are unrelated to teaching effectiveness.  According to this definition, bias is operating when a variable is correlated with student ratings, even though that variable is NOT correlated with teaching effectiveness. For example, pretend that we found that instructor ratings are higher for female instructors than for male instructors. Pretend also that we know that instructor gender has nothing to do with teaching effectiveness. In this case we would conclude there is bias. 
· The question of bias comes up most often in the case of the positive correlation between expected/actual grade and instructor rating. 
· Multiple explanations have been offered (or assumed) for the association between expected/ actual grade and instructor rating. They are not mutually exclusive and could all be operating.
· One possibility is that instructor ratings are biased by grading. This assumption is voiced in individuals’ suggestion that to obtain good instructor ratings, they need to give high grades. Most researchers suggest that this grading leniency bias is probably happening, but not as much as we think. There are at least two main findings that work against this possibility (see Marsh & Roche, 2000; Marsh, 2001 for specifics):

· Students rate instructors of courses that are more difficult as higher in quality relative to instructors of less difficult courses.

· Particularly when you distinguish between “good” workload and “bad” workload (bad workload = total hours per week spent on the course minus useful hours per week spent on the course), and control for these, the link between expected grade and instructor rating is diminished.

· The positive link between expected grade and instructor rating can be largely accounted for by students’ perceptions of how much they have learned, their interest coming in to the course, and course level.
· Another possibility is that good instructors facilitate good grades; in other words, good instruction helps students learn, and thereby good instructors receive positive ratings.
· As noted above, one piece of evidence in support of is that in multisection validity studies, sections with higher instructor ratings also score higher on standardized examinations.
· Another possibility is that third variables, such as student interest, can simultaneously promote both (a) a positive evaluation of the instructor and (b) doing well in the course. As noted above,  the positive link between expected grade and instructor rating can be largely accounted for by students’ perceptions of how much they have learned, their interest coming in to the course, and course level
· Current consensus among most researchers: 
· Yes, there is bias (as with any measure) but it’s not as bad as faculty tend to assume.
Some potential biases, such as student interest going into the course, or elective/non-elective status of the course for students, can be controlled statistically if measures of them are included.

III.  Issues surrounding the implementation of SEIs
· Recommended guidelines for traditional uses of evaluations
· Improving teaching
· Use specific questions, in conjunction with observations and help from trained experts
· Promotion/tenure decisions
· Scale for decision purposes should be very general (e.g., struggling vs fine vs excellent)
· SEIs should be only one of many pieces in forming a decision.  Other forms are peer-evaluation (but see above), self-reflection, alumni surveys, and student learning/outcomes.
· Research-supported proper implementation (Dommeyer, 2004; Simpson & Saguaw, 2000)
· Anonymous-students greatest concern (handwriting/computer tagging)
· With < 5 students evaluations may be skewed due to student apprehension 
· Before final exams (research says between weeks 10 and 13)
· Instructor must not have any part of distribution or collection
· Instructor must not see results until final grades are posted
· Time given for in-class evaluations must be appropriate
· No special events should be planned on evaluation day
· Appropriate instruction should be given to students on how to complete the SEI
· In-class vs. online implementation
Faculty feel that in-class evaluations are better, but this is not always the case.  If online evaluations are given, a central SEI facilitator guaranteeing anonymous feedback to the instructor is needed.  This person can guarantee that students only submit once, and can provide instructor a list of respondents if a grade incentive is used.
· Traditional in-class Pros
· Greater response rate
· Students know that, without handwriting, they are anonymous
· Traditional in-class Cons
· Handwriting may lead to non-anonymous evaluations unless typed out
· Evaluations can be manipulated by instructor through actions (“game day” or pizza party)
· Evaluations can be manipulated by instructor comments
· Evaluations can be compromised after being collected
· Online evaluations Pros
· Research shows the mean evaluation scores are the same as in-class evaluations regardless of response rate
· More information can be gathered
· More written comments, , especially with anonymity of typed over handwritten responses

· More time can be devoted to the evaluation
· Greater flexibility in types of questions/Likert scales
· Cost is lower (paper/time to type in comments)
· Online evaluations Cons
· Lower response rate (can greatly be helped with a 0.25% incentive towards grade without introduction of a bias.  Also can be helped with reminders sent to students who have not completed the survey after 2 days, and after 4 days)
· Uses student time
· Fear of not being anonymous (should use a central SEI system to alleviate this)
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